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1. Introduction
The Internet has been at the center of an era of innovation that has characterized the last decade, and in many ways is responsible for the success of some of today’s most influential technologies. From its inception as a tool for the United States Department of Defense to its present manifestation as a worldwide communications medium, the Internet continues to relentlessly proliferate and expand to all corners of the globe as it endeavors to deliver information to everyone, everywhere. 
This extensive growth, however, has single-handedly brought with it several challenges which threaten to transform the Internet into an unstructured mass of unintelligible data, eventually rendering its contents overwhelming to users and meaningless to machines. Search engines have so far done well to make sense of most of this data, and remain the user’s primary interface to the Internets vast repository of information. However, the sheer quantity of data to be processed is quickly rendering these keyword-based retrieval mechanisms as inadequate, signaling the need for additional technologies to aide in information classification and retrieval.
2. The Semantic Web
While the Internet has proven to be an invaluable mechanism to facilitate human-to-human communications, it presently fails to effectively support the interactions between machines and humans, as well as between machines themselves [1]. In its present manifestation, the Internet is a myriad of inter-connected digital resources which are usually convenient for humans to read, but at the same time almost impossible for machines to interpret. While users are content to view information through informal text and visual imagery, machines find meaning by delving below this abstraction in search of more formalized semantics and structures. Although standards such as eXtensible Markup Language (XML) have provided a means to digitally express user-defined information structures, they nevertheless fail to impart any sense of meaning to the data they express, and leave the user to manually separate the significant from the irrelevant. 
The aforementioned failures of the Internet at present suggest the need for advancements that will render information on its networks as meaningful to machines as it is to humans. This extension of the Internet, termed the Semantic Web, enables information to be given well-defined meaning, better enabling computers and people to work in co-operation [2].
It is with these challenges in mind that the project in question be presented.
3. Project Aim
Almost a decade of use has seen the Internet grow from a few thousand to many tens of billions of digital documents. This truly enormous amount of information has ensured that it is far beyond the capabilities of humans to manually enhance these documents so that they are machine-friendly, and in doing so has implied that automated techniques be used to aide in applying semantics to this existing data.
It is in this light that we propose a system that is designed to employ software agent technologies to automatically generate a usage-sensitive topic ontology for the Semantic Web. By allowing software to observe and learn from users’ web activities, it is hoped that machines will be able to generate accurate data semantics with minimal human supervision.

4. Project Components
A successful project would consist of several core components that would each be responsible for its particular fragment. Each component is described in some detail, and is presented alongside a diagram [Figure 1] that shows the inter-connection between them.
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	Figure 1: A diagram showing the inter-connection of the main system components


4.1 Agent-Based Content Profiling

Content profiling in the form of information extraction has been an obstacle for many years. The reason being is that web data sources are intended to be browsed by humans, and not computed over by applications. XML was designed to overcome some of the limitations of the HyperText Markup Language (HTML), but has been so far of little help in this respect [3]. It is because of this that extracting information from the web using automated applications remains a complex and relevant task.

There are many techniques that have been introduced in the past to try and automate the process of information retrieval via content profiling. One of these being a process called, Automatic Indexing for Boolean Information Retrieval Systems. This approach follows the concept of assigning each document one or more key words or key phrases which describe its contents. These key words or key phrases belong to a finite set called a controlled dictionary [3]. This dictionary will most likely be a thematic hierarchical thesaurus, such as the NASA thesaurus for the aerospace discipline or one that is similar to the discipline that you are profiling.

Another technique used, as discussed in [4], is automatic text categorisation. A new approach is proposed for automatic text categorisation with the use of association rule mining. This is achieved by building a text categorisation system and proposing a new fast algorithm for building a text classifier.

A different approach is discussed in [5] by focussing on the use of empirical methods in natural language processing to aid the development of information extraction systems. However in the past, a lot of manual user intervention was needed to train the system before it could achieve its primary goal. One of the first supervised learning approaches to require less manual effort was AutoSlog-TS [5]. In this the user only had to annotate whether a document was relevant or not before the system could start learning on its own. Further information regarding this approach can be found in [5].

All of these techniques, as well as others, will be further studied and analysed to determine which would be the best approach for this project.
4.2 Agent-Based Usage Profiling

In addition to the enormous amount of both human and machine generated content on the Internet, there exists further data sources that are created through dynamic and often more sporadic activities.
Users’ activities on the Internet have the potential to be a rich source of information [6], the details of which are often left to sit dormant on web servers in the form of poorly formatted usage logs. These insights into users’ journeys as they navigate the Internet are able to, at least to some extent, provide a more personalized description of their thoughts and perceptions of the information they are looking for and eventually encounter. Areas that are likely to prove useful are detailed below:
4.2.1 Search Queries
There is often a vast distinction between how users perceive content and how that content is actually described by others. Depending on demographics and several other factors, users will inevitably use different words to describe identical items. To illustrate, tea is often referred to as a warm herbal drink by many, while to Britons it is analogue to dinner, giving rise to inconsistencies that are often problematic for humans to identify, let alone machines. While difficulties do arise when attempting to automatically detect these patterns, user activities may prove to offer some assistance in making these distinctions. By gaining insight into user perception through the study of search queries, it is expected that a more accurate domain ontology will be able to be constructed. 
4.2.2 Website Input Fields Capturing Demographics
When interacting with web sites, users are often prompted to enter textual information into input-fields. This input offers another mechanism for word classification when attempting to automatically build an ontology. 
Consider Figure 2: Input fields are often pared with textual descriptions that usually appear alongside them, such as Name. It is clear that in most cases, the entered text appearing in these fields is usually an instance of the type that is represented by the description. By looking at the image below, it is clear that Cape Town is a type of City, and that South Africa is a type of Country. 
Additionally, the text entered into these fields also provides insight as to the formatting of the items’ class. For example, Daytime Tel and Mobile Tel are likely to consist of numerical characters. 
Such information may prove to be helpful, but nevertheless has several risks associated with its use:
· The data entered into input fields are scarcely made available. Access to the web access logs from the host is often required, and in many cases requires the root system password.

· Users often enter incorrect information into these fields. The process of sharing personal information is usually met with opposition, resulting in the entering of illegitimate information, or sometimes no information at all [6]. While these factors are of concern to many data miners, it is likely that the correctness of this information, in the context of ontology creation, be of little consequence. Combo boxes provide explicit options from which users are able to choose, removing the possibility of unintelligible information being provided. As such, it does not matter that a user chooses to lie by stating that her city of birth is Cape Town when it is in fact Pretoria – both remain cities.
In addition to this, web sites often employ other techniques that attempt to detect the submission of incorrect or suspect information, lessening the risk of extracting misleading data.
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	Figure 2: Input mechanisms alongside textual descriptions, as seen at www.flymango.com


4.2.3 User-Tagged Content

In certain instances, users are able to describe content by tagging it themselves – a process by which they assign some textual description to a digital artifact. These annotations may prove useful when either attempting to ascertain the class of an item, or when trying to relate additional terms to the class itself.
4.3 Ontology Construction
There is a need for making content searching more efficient and meaningful by providing contextual and structural information about the presented contents. To achieve this, an appropriate standard to define the conceptual level of a meta-language was needed, and such a standard is known as an Ontology. An ontology can be described as sharable conceptualisation of a specific domain of interest in a machine-understandable format [7]. They can be considered as the backbone that keeps the Semantic Web together, because it enforces an agreement on how the structure of information should be defined. Even though the structure itself may not be the same, the same way of defining the structure is used. This makes it easier to develop tools that can translate between the different structures, thus enabling communication.

Due to the fact that information on the internet is constantly changing, Ontologies need to be dynamic and adaptable to cater for the diversity of users’ needs and requirements.

The new era of Web Semantics thus enables users to extract semantically relevant data from the web. Ontologies play an important role in doing so, as it defines shared uniform structures defining how information is grouped and classified.

One of the main differences between an ontology and a database is the fact that an ontology may include the whole interconnected concepts, attributes and relationship definitions, which are normally separated within a relational database. An ontology is thus primarily a metadata structure, whereas a database view is “materialised” and stored on a database server. This is quite important as dynamic mapping can be established between the database and the ontology. The use of relational database views can be used for the modelling of ontologies and this approach seems to have proven successful once the view modelling has been adapted slightly to accommodate an ontology.
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	Figure 3:View of an ontology


Informal definition for Ontology View:
“A Strict Semantic Web View (or Ontology View) is a materialized Semantic Web View that is derived from an ontology (called the base ontology).”[6]

4.3.1 Constructing the Ontology
The simplest way to construct such an ontology would be to manually decide what the elements of the view should be and then construct it. However the focus of this project would be to make use of Agents for the automatic construction of such ontologies. This is due to the fact that we will be focussing on more large-scale ontology construction, which will become a tedious job to do if done manually.

Following the data collected by the agent involved in the Agent-Based Content Profiling mentioned earlier, the ontology constructing agent will follow a set of rules that will govern the interpreting and analyses of this data and the organising thereof into a well defined Topic Ontology.
4.3.2 Reflecting the Stigmergy of the Internet
According to Wikipedia, Stigmergy is a method of communication in decentralized systems in which the individual parts of the system communicate with one another by modifying their local environment [8]. The term was proposed during the 1950’s by Pierre-Paul Grasse’ to define the usage of environmental modifications to permit forms of indirect communication between individuals in social insect societies [3]. An example offered by Gabriel and Goldman [9] does well to illustrate this phenomenon, which is paraphrased below: 
An ant acquires a piece of mud and invests it with her pheromones This mud ball has the tendency to attract other ants carrying their own mud balls, giving rise to the local effect of a high mud ball concentration in a single place. The global affect, however, is the construction of elaborate structures such as archways and towers, leading to the construction of an ant palace.
These phenomenons have served as inspiration to researchers from a vast spectrum of disciplines, including computer scientists seeking novel approaches to promote communications in distributed environments. 
Although Stigmergy can be utilized as a communications medium, its qualities have to first be observed in more detail in order for advances relating to its field of study can be made. The best example of Stigmergy exists in the form of the Internet itself; millions of users generating content based on the content produced by others (blogs, news letters, forums) [10]. It is anticipated that dynamically changing ontologies will aide in visualizing a small subset of these phenomenon. Dynamic, in this context, refers to the ability of the ontology to adapt to current trends in user perception and activity which is assessed and reported by the Profiling agents. The Construction agents will then intelligently interpret this data, and will augment the ontology to reflect the changes in user perception that are relative to its domain.
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	Figure 4: Seemingly incomparable entities showing relationships


An illustrative example:
Consider figure 4 above: the image shows a section of an ontology of partial completeness, and explicitly illustrates its hierarchical nature. The tree on the left shows that ‘Stadium’ and ‘Sky-scraper’ are types of ‘Structures’. Similarly, the tree opposite indicates that ‘Terrorism’ and ‘Civil (war)’ are types of ‘Warfare’. Interestingly, these seemingly unrelated arrangements are linked in some sort of fashion, as is shown by the dotted-line that connects them.
Connections such as these could be made as follows:

i. Profiling agents continually probe the Internet (or a subset of the Internet) and analyze the actions of its users, thereby sensing current user trends. This is achieved by considering, amongst other things, search queries and text groupings on websites.

ii. The Profiling agents relay this information to the Construction agents who then assess the significance of these findings. Once this has been completed, these agents relate these changes in user behavior and perception by augmenting the ontology to represent these trends. The Competence agents determine the significance of the relationship, and are also charged with assessing its significance as time progresses.
Fig. 4 shows that a relationship between ‘Sky-scraper’ and ‘Terrorism’ has been detected. Although it may be argued that there has always been some relationship between these two entities, recent world events have ensured that this connection has been strengthened; a change which is evident when reviewing the topics associated which each of these terms. Consequently, issues relating to terrorism may be useful to users who are searching for information about sky-scrapers, and visa-versa. An adaptable ontology will hopefully allow intelligent agents to search more effectively, thereby providing better results to their users.
5. Related Work
5.1 Ontology Construction

There was recently work completed in this area in 2005 that comprised the development of a Toolkit that can create ontologies and allows a user with any background to manipulate ontologies of a standard form [11]. The purpose of that project was to allow users to manually design ontologies, edit existing ontologies and also to merge existing ontologies together. The project proved to be a success and positive results were shown in the area. However this approach involved the manual construction of the ontology by a user manually making the changes using the toolkit provided.

The focus of our project will be to make use of agents, which are able to gather all the necessary information themselves, analyse and interpret this data, and then automatically construct the ontology without manual human intervention.

5.2 Content Profiling

Early research has been done in the field of automatic document indexing for information retrieval systems which rely on a controlled dictionary. The Boolean system is the most prominent of these [3]. Each document being interpreted is assigned one or more key words or key phrases which describe its contents. These key words or key phrases all belong to a finite set called a controlled dictionary. Even though the techniques used in the paper [3] are specifically used for information retrieval research, the main purpose was still to automatically determine the contents of the document in a logical way. There are a number of related techniques that will be studied for the purpose of this project to determine the best possible route to take in achieving the content profiling that will be required for the building of the ontology.

5.3 Usage Profiling

A less understood area of profiling relates to the analysis of user activities that detail their actions during their use of specific systems of interest. Although profiling in these areas are less common, several notable research papers have been published which provide greater insight into this area.
Once such paper [6] explains the different types of usage profiling techniques, but does little to show their implementation. Further research into this topic is required before successful usage profiling may begin.
6. Outcomes
6.1 System

Preliminary designs suggest that the system will consist of four core modules:
1. Profiling
Agents will undertake content and usage profiling, and will deposit the data gathered into a temporary data store.
2. Intermediate Data Store
This module will be charged with providing a permanent store for the data gathered by the Content and Usage Profiling Agents. A form of XML is likely to be used, mainly because of its portability and simplicity.

3. Ontology Construction
Intelligent agents will be used to make sense of the information residing in the data store. They will utilize this repository of data to automatically construct an ontology. 
The primary purpose of this module will be to draw logical conclusions regarding the structure of the ontology. Pre-written, open-source tools  are to be used to represent the ontology on disk.

4. Ontology Visualization
Once the ontology has reached a form of completion, a pre-written open-source tool is to be utilized to visualize it. Several tools exist for graphically representing the hierarchical structures of an ontology, and a final decision regarding the tool to be used will be made at a later date.
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	Figure 5: a representation of the four main components of the system showing their interconnection.


6.2 Expected Project Impact

While it is believed that the automatic construction of a usage-sensitive ontology is a novel and innovative proposal, the originality of such an approach cannot be claimed with certainty. Numerous attempts have been made that aimed to automate the extraction of meaningful data from digital documents (such as metadata from web pages), and many have been successful [12]. 

The same, however, cannot be said for the automation of ontology construction. While several papers discuss the methods used to achieve some level of computerization in these endeavors [13], there are few that show how these structures can be maintained and updated over time to show current trends and changes. 
It is optimistic and probably naïve to believe that this project will have any form of significant theoretical impact to the field of ontology creation. It is, however, expected that a successful project would aide in showing that automatic means are in some way a feasible alternative to manually populating knowledge structures such as ontologies.

6.3 Judging Success

The nature of the project suggests that the true measure of its success will be difficult to ascertain. The careful consideration of several factors, such as those described below, will aide in making this assessment a more manageable task.
6.3.1 Questions to help determine

         success
Were agents able to extract useful data from the content?
Before the automated construction of an ontology can begin, data has to be extracted from digital documents in a meaningful way. This process should take the machines a step closer in understanding relations between data.
Were agents able to automatically create an accurate ontology?

It is often clear to humans, as is started in the section below, whether structures make logical sense. By observing the finalized ontological structure, it should be immediately apparent whether the agents have been successful in creating a logical ontology.

6.3.2 Sand-Box Testing
A well conceived test has to be formulated that will allow for the success of the project to be determined. Because of the evolutionary nature of the proposed system, it will be difficult to attach quantitative results to it that singularly communicate the level its success. Additionally, attempting to automate the testing of this automated system seems peculiar. 
As such, it is likely that manual means be used to test the effectiveness of the proposed system. Further motivation comes from the fact that it is unlikely that a machine and a human produce identical mappings when building ontologies. Interesting, there exists major distinctions between the ways in which humans themselves characterize objects [14]. Because of the abovementioned factors, it is preferable that a human analyze the automatically generated ontology and ascertain the level as to which its structures are logical. The tester will therefore not be searching for a correct solution as such, but will be attempting to determine whether the ontology is coherent, rational, and relevant.
In order to perform this test, the system should analyse a particular domain, (i.e.: a single dedicated web server) and attempt to automatically construct an ontology based on its contents. Once this process has reached an acceptable level of completion, a human is to analyse what the system has made, and determine whether the ontology is logical, and that it relates to the problem domain on which it has been focused.
7. Work Detail

7.1 Risks
Several risks exist that may disrupt the development of the project:

· Demanding honours schedule
At least ten additional course modules have to be completed throughout the year, in addition to the successful completion of the project.
Solution: plan accordingly, and make good use of available time.
· Problems in profiling
Difficulties may be encountered when profiling data. The results may make little sense, and suitable algorithms may prove elusive.

Solution: report difficulties to Dr. Potgieter who may be able to point us in a better direction.
· Problems in ontology construction
Same as above.
· Inability to find suitable open-source tools
It may prove difficult to locate suitable tools to store and visually represent the ontology.
Solution: Ask Dr. Potgieter to recommend tools, also making sure that the tools considered are compatible with each other. 
· Scarcity of Data
Suitable test data may prove to be unavailable when attempting to test the ontology.

Solution: Make sure that there is access to more than one data source. Additionally, manually compile test data that is suitable and can be used.
7.2 Timeline  See Appendix A
7.3 Required Resources

A number of resources are required in order to aide in the construction of the proposed system:

· Hardware
The only hardware required for this project will be two standard computers with access to the internet for each group member.

· Software
All software that will be required has already been installed on the honours workstations.

· People
Dr. Anet Potgieter is the project supervisor, specialising in artificial intelligence. She will aide in the construction of intelligent agents that will form a large part of the solution.
· Data
Test data is required that will enable the system to perform a test run which will hopefully aide in determining its effectiveness. It is likely that Dr. Potgieter will supply data in the form of the contents of her company website.
7.4 Deliverables and Milestones
	Date
	Description

	30/4
	Provisional Project proposal due

	4/5
	Final proposal due

	10-11/5
	Project presentation

	25/5
	Report: Definition and Theory / Background Chapter (including literature survey)

	28/5 - 1/6
	Study Week

	14-15/6
	Exams

	18/6 – 27/7
	June Vacation

	30/7
	Report: Chapter on Design

	1-2/8
	Prototype demonstrations to supervisors and second readers

	30/8
	Weighting chosen for project assessment


7.5 Work Allocation
Ian Saunder
· Creation of an Intelligent Ontology Construction Agent

Sean Colledge

· Creation of a Profiling Agent

Both

· Creation of an intermediate data representation to store the results of the profiling.
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